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Abstract—Badly-scaled matrices or matrix pencils can reduce
the reliability and accuracy of computed results for various
numerical problems, including the computation of spectra and
bases of invariant or deflating subspaces, which are used in many
basic procedures for optimal and robust control, model reduction,
spectral factorization, and other domains. Standard balancing
techniques can often improve the results, but sometimes the
solution of the scaled problem is much worse than that for the
original problem. This paper presents an improved balancing
technique for general or structured matrices and matrix pencils,
and illustrates its good performance in solving eigenvalue prob-
lems and algebraic Riccati equations for large sets of examples
from well-known benchmark collections.

Index Terms—Algebraic Riccati equation, Hamiltonian matrix,
linear quadratic optimization, numerical algorithms, structure-
preservation.

I. INTRODUCTION

The computation of spectra and bases of invariant or de-
flating subspaces of matrices or matrix pencils, respectively,
is key for many numerical procedures in control engineering
and other domains. Sometimes, the given matrices have large
norms and elements of highly different magnitude, which
could potentially produce numerical difficulties for eigen-
solvers, with undesired consequences on the reliability and
accuracy of the results, see, e.g., [1]. Balancing procedures
can be used to improve the numerical behavior. Parlett and
Reinsch [2] and Ward [3] proposed balancing algorithms for
general matrices and matrix pencils, respectively, which have
been included in state-of-the-art software packages, such as
LAPACK [4]. These techniques will be referred to as stan-
dard balancing. The matrix/matrices is/are preprocessed by
similarity/equivalence transformations, in two optional steps:
the first step uses permutations to find isolated eigenvalues
(available with no rounding errors), and the second step uses
diagonal scaling operations to make the row and corresponding
column 1-norms as close as possible. Balancing may reduce
the 1-norm of the scaled matrices, but this is not guaranteed
in general. This is probably the rationale for avoiding scaling
in some LAPACK subroutines; expert driver routines DGEES,
DGEESX, DGGES, DGGESX, and DGGEV use permutations
only, while DGEEVX and DGGEVX allow either permuting,
scaling, permuting and scaling, or none of them.

When an eigenproblem has a special structure, imply-
ing structural properties of its spectrum, it is important
to use structure-preserving and/or structure-exploiting algo-
rithms, since theoretical properties cannot be preserved dur-
ing computations with general algorithms [5]–[7]. Common
special structures are Hamiltonian and symplectic matrices
or matrix pencils, encountered in optimal or robust control
(e.g., solution of algebraic Riccati equations, evaluation of the
H∞- or L∞-norms of linear standard or generalized dynamic
systems), spectral factorization, model reduction, etc., see, for
instance, [8]–[10]. Often, structured matrix pencils can be
transformed to skew-Hamiltonian/Hamiltonian (sHH) pencils,
for which dedicated algorithms have been developed, see
e.g., [11]–[16], and the references therein. Structure-preserving
balancing techniques have been developed in [17], for (skew-)
Hamiltonian matrices, and in [18], for sHH matrix pencils.

However, numerical experiments have shown that the spec-
tra or subspaces computed after balancing may sometimes be
much less accurate than those computed without balancing.
A strategy has been proposed in [18] for sHH pencils to
control the scaling factors in order to avoid a (significant)
increase of the 1-norms for the balanced pencil matrices.
This paper presents an adaptation of the strategy to general
matrices or pencils, and illustrates its performance for some
control engineering applications, in comparison with standard
balancing and no balancing cases. Without such a strategy,
balancing might sometimes be useless or even disastrous.

II. BALANCING GENERAL MATRIX PENCILS

Let A − λB be a matrix pencil, with λ ∈ IC, and
A,B ∈ IRm×m. A better representation, from a numeri-
cal point of view, is βA − αB. The finite eigenvalues λi

are the ratios αi/βi which solve the characteristic equation
det(βA− αB) = 0, while infinite eigenvalues are those with
βj = 0, corresponding to the zero eigenvalues of the pencil
B − µA [19]. Balancing A − λB is done by an equivalence
transformation [3], Ã = LAR, B̃ = LBR, with

Ã =




Ã11 Ã12 Ã13

0 Ã22 Ã23

0 0 Ã33


 , B̃ =




B̃11 B̃12 B̃13

0 B̃22 B̃23

0 0 B̃33


 ,
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where Ã11, B̃11, of order ℓ − 1, and Ã33, B̃33, of order m −
h, are upper triangular (i.e., with only zeros below the main
diagonal), and ℓ − 1 and m − h have the maximum possible
values (sometimes 0). The structure in (1) allows to obtain
the eigenvalues λi, i = 1 : ℓ − 1 ∪ h + 1 : m, only using the
diagonal entries of Ã11, B̃11, and of Ã33, B̃33. (A MATLAB-
style notation for indices [20] is used.) Finding Ã11 and B̃11

is done by ℓ− 1 row permutations, P l
i , i = 1 : ℓ− 1; finding

Ã33 and B̃33 is done by m − h column permutations, Pr
j ,

j = m : −1 : h + 1. (A permutation matrix P of order m
has exactly one nonzero entry, which is 1, in each row and
column, and it satisfies the relations PTP = PPT = Im,
where MT denotes the transpose of a matrix M , and Im is the
identity matrix of order m.) Specifically, for l = m : −1 : 1,
the first row i ∈ l : −1 : 1 with only one nonzero in any
column j ∈ 1 : l, i 6= j, of the current A and B, if any, is
interchanged with row l; similarly, for k = 1 : m, the first
column j ∈ k : l with only one nonzero in any row i ∈ k : l,
i 6= j, if any, is interchanged with column k. Reducing A
and B to the form in (1) by permutations is the first step of
balancing. The second step performs row and column scaling
by diagonal nonsingular matrices, so that the 1-norms of the
rows and corresponding columns of the submatrices Ã22 and
B̃22 are as close as possible. A generalized conjugate gradient
iteration is used for computing the scaling factors. Therefore,
the left and right transformation matrices are defined by

L = DlP
T
l , R = PrDr, (2)

where Dl and Dr are left and right diagonal scaling matrices,
with diagonal entries possibly non-unity in the locations (i, i),
i = ℓ : h, and Pl and Pr are left and right (row and
column) permutation matrices, defined by the products of the
elementary permutations mentioned above.

The standard balancing algorithm uses all nonzero entries
(i, j), with i, j ∈ s := ℓ : h, to compute the scaling factors.
As shown in Section IV, this can produce very ill-conditioned
scaling transformations, which may increase the norms of the
scaled parts of Ã and/or B̃, and (significantly) decrease the
accuracy of computed spectra and, consequently, of bases
for deflating subspaces. A procedure which can improve
the conditioning is described here. This procedure uses an
original and important modification of the standard balancing
for finding the scaling factors, which optionally limits the
range of their variation via an outer loop. Specifically, a
threshold value, τ , is used instead of 0. If τ ≥ 0, the
entries with absolute values smaller than or equal to τM0,
where M0 = max(‖A(s, s)‖1, ‖B(s, s)‖1) (and A, B may be
permuted versions of the original matrices), are considered
negligible, and are omitted when computing the scaling fac-
tors. If τ < 0 on entry, an outer loop over a set of values τi > 0
enables to select a set of scaling factors which, if possible,
ensure the reduction of a desired norm-related measure for the
scaled matrices. For τ = −1, this measure is the minimum
of maxi(‖Ai(s, s)‖1/‖Bi(s, s)‖1, ‖Bi(s, s)‖1/‖Ai(s, s)‖1),
where Ai(s, s) and Bi(s, s) are the scaled submatrices cor-
responding to the threshold τi. This strategy tries, besides

balancing, to make Ã22 and B̃22 in (1) have comparable
1-norms. For τ = −2, the same measure is used, but if
max(‖Ã22‖1, ‖B̃22‖1) > cM0 and t > T , where c and T
are given constants (c possibly larger than 1), and t is the
maximum of the condition numbers of L and R, then the
scaling factors are set to 1 and a warning indicator is set;
here, the matrices with tilde accent are the solution of the
above norm ratio reduction problem. This approach avoids to
obtain scaled matrices with too large norms, compared to the
given ones, and also limits the range of the scaling factors. For
τ = −3, the measure used is the smallest product of norms,
mini( ‖Ai(s, s)‖1‖Bi(s, s)‖1 ), over the sequence of τi values
tried, while for τ = −4, the condition numbers of the scaling
transformations are additionally supervised, as for τ = −2.
This tends to reduce the 1-norms of both matrices. Finally, if
τ = −10k, the condition numbers of the acceptable scaling
matrices are bounded by 10k. A similar procedure, specialized
for sHH pencils, has been recently proposed in [18].

The improved balancing algorithm can also be applied to
standard eigenvalue problems, A − λIm. Similarity transfor-
mations are needed in this case, which means that L = R−1

in (2). Therefore, Pl = Pr, and Dl = D−1
r . The procedure for

improving conditioning can be easily adapted (and simplified).

III. BALANCING SKEW-HAMILTONIAN/HAMILTONIAN

MATRIX PENCILS

Let αS − βH be a skew-Hamiltonian/Hamiltonian pencil,
with α ∈ IC, β ∈ IR, S ∈ IR2n×2n a skew-Hamiltonian matrix,
and H ∈ IR2n×2n a Hamiltonian matrix, i.e.,

(SJ )T = −SJ , (HJ )T = HJ , J :=

[
0 In

−In 0

]
. (3)

These definitions imply the following structure for S and H:

S =

[
A D
E AT

]
, H =

[
C V
W −CT

]
, (4)

where D and E are skew-symmetric, i.e., DT = −D, ET =
−E, and V and W are symmetric matrices. When S and H
are complex matrices, then D and E are skew-Hermitian, V
and W are Hermitian, and the T superscript is replaced by
the conjugate transpose superscript H .

A structure-exploiting balancing procedure for complex
skew-Hamiltonian/Hamiltonian matrix pencils has been pro-
posed in [18], and its counterpart for the real case
is briefly presented below. The first step of the pro-
cedure permutes αS − βH by a symplectic equiva-
lence transformation to isolate eigenvalues in the elements
1 : ℓ− 1 and n+ 1 : n+ ℓ− 1 on the diagonals of S and H.
The second step applies a diagonal equivalence transformation
to rows and columns ℓ : n and n + ℓ : 2n, to make the rows
and columns as close in 1-norm as possible.

It is enough to equilibrate the 1-norms of the rows and
columns 1 : n of the matrices S and H, since ‖Si+n,:‖p =
‖S:,i‖p and ‖S:,i+n‖p = ‖Si,:‖p, for any p-norm, p ≥ 1, and



similarly for H (see [17]). The balancing procedure performs
the following transformation:

S̃ = LSR, H̃ = LHR, (5)

where L and R may be written as in (2), but with Dl, Pl, Dr,
and Pr suitably chosen to preserve the structure. Specifically,

Pr = P1 · · · Pℓ−1, Pl = Pr, (6)

where Pk, k = 1 : ℓ − 1, are symplectic permutation or
J -permutation matrices [17]. A J -permutation matrix has a
similar structure to a permutation matrix, but a nonzero off-
diagonal entry may also be −1.

The permutation procedure first scans the columns 1 : n
and then the rows 1 : n of S and H, and uses row and
column permutations so that S̃ and H̃ finally have the first
ℓ−1 columns upper triangular. (By structure-preservation, the
first ℓ−1 rows of W̃ are zero and H̃n+1:n+ℓ,n+1:n+ℓ is lower
triangular.) The upper triangular structure is built column by
column, starting from the first. When possible, the permu-
tations are chosen in the form P = blkdiag(P, P ), where
blkdiag(X,Y ) denotes a block diagonal matrix with diagonal
blocks X and Y , and P is an n × n permutation matrix.
Clearly, P is symplectic, since PJPT = J . Applying such
a permutation P in (5) is easy. Specifically, the transformed
matrices become PTAP , PTDP , PTEP , PTCP , PTV P ,
and PTWP . The implemented algorithm operates only on the
matrices A, D, E, C, V , and W , and preserves the pencil
structure. Moreover, the pairs of skew-symmetric matrices,
D and E, and symmetric matrices, V and W , are stored
compactly in two n× (n+ 1) arrays (the lower triangle of E
and the upper triangle of D are concatenated along their main
diagonals, and similarly for W and V ). This way, the storage
requirements are reduced by 4n2 − 2n memory locations, in
comparison with the general algorithm in [4], which needs
8n2 storage space for S and H. The implementation takes
care of the compact storage scheme when computing PTDP ,
PTEP , PTV P , and PTWP . However, as shown in [17], it
is generally not possible to preserve the (skew-)Hamiltonian
structure using symplectic permutations only, but symplectic
J -permutations are also needed.

The balancing procedure for (skew-)Hamiltonian matrices
must use symplectic scaling matrices as well, in order to
preserve the structure [17]. Fortunately, this is not needed for
skew-Hamiltonian/Hamiltonian pencils. Indeed, without loss
of generality, consider that permutations are not wanted, and
only scaling should be applied. Let L and R be the real
diagonal matrices which scale the first n rows and the first
n columns, respectively, of S and H. Since R and L will
also be the scaling matrices for the last n rows and columns,
respectively, the global scaling transformation is

S̃ =

[
L 0
0 R

] [
A D
E AT

] [
R 0
0 L

]
,

H̃ =

[
L 0
0 R

] [
C V
W −CT

] [
R 0
0 L

]
. (7)

Then, it is easy to verify that S̃J = −(S̃J )T and H̃J =
(H̃J )T , using that D = −DT , E = −ET , V = V T and
W = WT . Therefore, the structure of S and H is preserved for
the transformation in (7). Note that the left and right transfor-
mations are not symplectic if L 6= R−1, but they are structure-
preserving, for diagonal L and R. The permutations used
for isolating the eigenvalues must, however, be symplectic. If
permutations are also used, then L = diag(1, . . . , 1, lℓ, . . . , ln)
and R = diag(1, . . . , 1, rℓ, . . . , rn).

The inverse left transformation is

L−1 = P1 · · · Pℓ−1blkdiag(L−1, R−1). (8)

Formula (8) can be used to apply, from the left, the back
balancing transformations to a given 2n×m matrix.

The condition-improving balancing procedure described in
the previous section is also used for structured pencils [18].

A. Application to Solving Riccati Equations

A special case of application of the balancing transforma-
tions appears when computing the solution of algebraic Riccati
equations (AREs) using the skew-Hamiltonian/Hamiltonian
approach, see [14], [16], and the references therein. This
approach uses a basis for the stable right deflating subspace
of the matrix pencil αS − βH, where S and H are suitably
defined in terms of the dynamic system and performance
index matrices. For convenience, assume that S = I2n, which
is the case for standard continuous-time dynamic systems,
e.g., when the control weighting matrix of the performance
index is well-conditioned. (The general case will be described
below.) Let Ũ =

[
ŨT
1 ŨT

2

]T
be a basis of the stable right

deflating subspace of αS̃ −βH̃, corresponding to the balanced
pencil. The stabilizing solution of the balanced ARE is given
by X̃ = Ũ2Ũ

−1
1 . Note that Ũ is related to a basis, U ,

of the stable right deflating subspace of the original pencil,
αS − βH, by the transformation Ũ = blkdiag(R−1, L−1)U ,
hence

[
UT
1 UT

2

]T
:= U = blkdiag(R,L)Ũ . Therefore, the

stabilizing solution of the original ARE can be computed as
follows

X = U2U
−1
1 = LŨ2Ũ

−1
1 R−1. (9)

Formula (9) allows to represent the solution X in a factored
form, which may be useful for numerical reasons. If balancing
also involves symplectic permutations only, then the right hand
side in (9) becomes ΠLŨ2Ũ

−1
1 R−1ΠT , where Π denotes here

the product of the ℓ − 1 permutations P performed. Such
a factorization, is, however, not possible if J -permutations
are also needed, in which case it is necessary to apply the
back balancing transformations before solving the set of linear
systems giving X̃ .

If S 6= I2n, the pencil matrices may need to be ex-
tended [14]. Specifically, the order of S and H is 2(n + p),
where n is the dimension of the state vector, and p may be
chosen as p = ⌈m/2⌉ (i.e., p = m/2, if m is even, and
p = (m + 1)/2, otherwise), with m the number of system
inputs. In this case, the computations are similar, but Ũi and
Ui, i = 1, 2, refer to the lines 1 : n and n+ p+ 1 : 2n+ p of
the matrix bases Ũ and U , respectively.



IV. NUMERICAL RESULTS

This section presents a summary of the results obtained
using the improved balancing solvers, in comparison with
standard balancing or no balancing at all. The experiments
have been performed on an Intel Core i7-3820QM portable
computer (2.7 GHz, 16 GB RAM, relative machine preci-
sion εM ≈ 2.22 × 10−16), using Windows 7 Professional
(Service Pack 1) operating system (64 bit), Intel Visual For-
tran Composer XE 2015, MATLAB 8.6.0.267246 (R2015b),
and MATLAB-provided optimized LAPACK and BLAS sub-
routines. The new balancing solvers for general and skew-
Hamiltonian/Hamiltonian matrix pencils have been extensively
tested. Computation of eigenvalues, as well as the solution of
AREs, have been considered as main applications.

The COMPleib collection [21] is taken here as a bench-
mark for eigenvalue computations. All 151 problems with
n < 2000 have been tried. For testing purposes, the bal-
ancing algorithms have been used in combination with the
MATLAB eigensolvers eig(X), when B = Im, or S = I2n
(with X either A or H, respectively), and eig(X,Y), when
B 6= I2n or S 6= I2n, or, for small-size problems, with
the symbolic solvers eig(vpa(X)) (with default number of
digits, i.e., 32), or eig(sym(X)). Usually, eig(vpa(X))
and eig(sym(X)) have been called for examples with
m ≤ 400, n ≤ 200 and m,n ≤ 30, respectively. Examples
with larger orders need significant CPU times for symbolic
solvers, e.g., over one hour for CM4 or CM4 IS (n = 240)
using vpa, or much longer for sym. But a comparison
between the eigenvalues computed by eig(vpa(H)) and
eig(sym(H)) has shown a very good agreement between
their results.1 For instance, the maximum absolute differ-
ence between the relative errors of eig(H) with respect
to eig(vpa(H)) and eig(sym(H)) for 100 COMPleib
examples with n ≤ 30 is 3.0292 ·10−28. However, the relative
errors of eig(H,eye(2*n)) (when S = I2n), compared to
eig(vpa(H)) and eig(sym(H)), for example PAS have
been 1.2798 · 10−6, and 1.4432 · 10−6, respectively. After
omitting PAS, the norm was 5.8491 · 10−25.

Figure 1 shows the relative errors between the eigenvalues
of matrix A (denoted A above), computed by eig with
and without balancing, for 151 examples from the COMPleib
collection. There are 45 examples for which these errors are
exactly 0, which cannot be represented, since a logarithmic
scale is used for the ordinate axis. Note that the relative errors
can be as large as about 6.5 ·10−7, for the examples TF1–TF3
(#58–60). The matrix A is the same for these three examples,
has order 7, and is lower triangular; without balancing, the
QR algorithm, which computes the eigenvalues, transforms A
to (upper) real Schur form, while balancing returns an upper
triangular matrix using just permutations. Consequently, all
eigenvalues are directly revealed to full accuracy, λ = [−3.2 ·
10−3,−10−5,−1,−1, 0, 0, 0]. Without balancing, only one
−1 eigenvalue is found exactly; two of the zero eigenvalues

1Note the use of H instead of H in MATLAB commands, like eig(.);
also, tH and tS are used in such commands instead of H̃ and S̃, respectively.
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Fig. 1. Relative errors, with respect to eig(A) (with LAPACK balancing),
of eigenvalues computed using eig(A,’nobalance’) for 151 COMPleib
examples (with n < 2000). The missing error values are exactly zero.
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Fig. 2. Relative errors, with respect to eig(vpa(A)), of eigenvalues
computed using eig(A,’nobalance’) and eig(A), for COMPleib
examples with n ≤ 400. The missing error values are exactly zero.

are returned as about 2.0962 · 10−8 ± 6.4854 · 10−7ı. The
eigenvalue −10−5 is also significantly perturbed.

Figure 2 shows the relative errors, with respect to
eig(vpa(A)), of the eigenvalues of matrix A computed
with and without balancing. Sixteen examples, those numbered
with 82 : 2 : 104, 125, 126, 131, and 132, which have
n > 400, have been excluded. The relative errors are exactly
zero, hence not represented, for the examples IH (#48), NN2
(#65), and FS (#118), with and without balancing, TF1–TF3
(#58–60), and ROC7 (#132) with balancing, and NN16 (#79)
and ROC10 (#135), without balancing. (The numbers 118,
132, and 135 correspond to 134, 148, and 151, respectively, in
the full list, without the omitted examples mentioned above.)
Clearly, balancing is very effective for many examples, and
can improve the accuracy even by 10 orders of magnitude.
However, there are some cases when it reduces the accuracy,
but with around one order of magnitude or less. The loss
of accuracy may, however, be much worse when solving
generalized eigenproblems (i.e., for pencils), as shown below.

Figure 3 shows the relative errors, with respect to eig(H),
of eigenvalues computed using eig(tH,tS), after LAPACK
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Fig. 3. Relative errors, with respect to eig(H), of eigenvalues computed
using eig(tH,tS) with LAPACK balancing and eig(H,eye(2*n)), for
151 COMPleib examples (with n < 2000).

balancing, and eig(H,eye(2*n)), for 151 COMPleib-
based examples; namely, the subroutine DGGBAL computed H̃
and S̃ for S = I2n and H defined by C = A, V = −BBT ,
and W = −In in (4). There are several very large errors using
LAPACK balancing, and the error is infinite for CDP, CM3,
CM4, CM3 IS, and CM4 IS examples. However, balancing
improves the accuracy of the computed eigenvalues for many
examples. Similar results have been obtained using the struc-
tured balancing solver with option τ = 0 [18].

The bad behavior of the standard balancing for some
examples is due to the very large condition numbers of the
scaling transformations, generated by huge differences in the
magnitude of the nonzero elements of the involved matrices.
For instance, for the CM6 and CM6 IS examples from [21],
the maximum and minimum absolute values of the nonzero
entries are about 2.53 · 105 and 4.9407 · 10−324. The standard
balancing algorithm implemented in DGGBAL returns scaling
factors with maximum and minimum values 10159 and 10−47,
respectively. No eigenvalue can be isolated. The condition
numbers of the matrices L and R are 10206. The 1-norms
of the scaled matrices, H̃ and S̃ , are about 10228 and 10184,
respectively, while the 1-norms of the original H and S are
6.9123 · 105 and 1. Computing the eigenvalues or deflating
subspaces using the balanced matrices would return results
very far from the true ones. The CM5 and CM5 IS examples
have also a huge ratio, 10279, between the magnitudes of
their elements. Other very large ratios are 10141, for CM4
and CM4 IS, 1072, for CM3 and CM3 IS, or 1037, for CM2
and CM2 IS. There are 18 examples with ratios between the
magnitude of the largest and smallest moduli of their nonzero
elements larger than 1016. Besides examples CM2* – CM6*,
this set also includes AC10, BDT2, PAS, TL, CDP, NN16,
ISS1, and ISS2 examples. Most of them are difficult examples
for generalized eigensolvers using standard balancing. For in-
stance, for the CDP example with S = I2n, even the structure-
exploiting skew-Hamiltonian/Hamiltonian solver with standard
balancing returns eigenvalues with a relative error of 0.19172
(when compared to eig(H)), and of 0.24788 (when com-
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Fig. 4. Relative errors, with respect to eig(H), of eigenvalues com-
puted using eig(tH,tS) with new balancing solver, τ = −1, and
eig(H,eye(2*n)), for 151 COMPleib examples (with n < 2000).

pared to eig(vpa(H)), while the same solver without scal-
ing produces relative errors 1.0476 ·10−14 and 1.3064 ·10−14,
respectively. These values are close to the error obtained
using eig(H), 4.9248 ·10−15, compared to eig(vpa(H)).
The structure-exploiting solver with balancing option τ < 0
returns a relative error of 5.4838 · 10−15 (when compared
to eig(H)), and of 3.9091 · 10−15 (when compared to
eig(vpa(H)), even more accurate than eig(H).

Figure 4 shows the relative errors, with respect to eig(H),
of eigenvalues computed using eig(H,eye(2*n)) and
eig(tH,tS) applied to the results of the new balancing
solver with option τ = −1, S = I2n, for 151 COMPleib
examples. There are no infinite errors. The errors are smaller
for many examples than when using LAPACK balancing.
(Compare to Fig. 3, noting the different scales of ordinate
axes.) Note that eig(H,eye(2*n)) has often larger errors
than eig(tH,tS) with the new solver. The behavior for
τ = −3 has been almost the same (the maximum difference
between errors for the two options has been of order 10−9).

Figure 5 illustrates the relative errors, with respect to
eig(H), of eigenvalues of the pencil αI2n − βH, computed
using eig and the SLICOT structured eigensolver MB04BD
(www.slicot.org), applied to S̃ and H̃, obtained with balancing
option τ = −1. It can provide even more accurate results than
eig(H,eye(2*n)) for several examples, see Fig. 4. Similar
comparisons of the results computed by eig and MB04BD
without balancing or with standard balancing (τ = 0) illustrate
that the structured solver is more accurate than eig for
almost all examples and comparable to eig for the remaining
examples [18]. Moreover, standard balancing does not provide
good results in all cases, even using MB04BD.

The remainder of this section briefly considers the perfor-
mance of the new balancing solver, in combination with the
SLICOT routine MB03LD, which computes bases for stable
right deflating subspaces of skew-Hamiltonian/Hamiltonian
pencils, for solving AREs from the SLICOT CAREX collec-
tion [22]. (This combination is referred to as skHH in the
figure legend.) Both pencils of order 2n (with S = I2n) and
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Fig. 6. Relative residuals of the stabilizing ARE solutions computed by care
and SLICOT structured eigensolver (for 2n-order pencil), with option τ =

−1, for examples from the SLICOT CAREX collection.

extended pencils of order 2(n+ p) have been tried. The state-
of-the-art MATLAB function care is used for assessing the
results. Note that care uses a special balancing procedure,
and Hamiltonian matrices, instead of pencils, for all examples,
except for CAREX example 2.2 with default parameter, for
which the control weighting matrix tends to be singular. This
creates an advantage for care over the new solver. Figure 6
plots the relative residuals for care and the structured solver
with balancing option τ = −1. With four exceptions, both
solvers produce comparable results. More results are given
in [18], where it is also shown that the option τ = −1 ensures
better results than standard balancing.

V. CONCLUSION

An improved balancing technique for real general and skew-
Hamiltonian/Hamiltonian matrix pencils is presented. Usual
and symplectic (J -)permutations, respectively, and equiva-
lence scaling transformations are used. Several enhancements
are described, which avoid a large increase of the norms of
the pencil matrices, and/or of the condition numbers of the
scaling transformations, which can appear when using the
standard balancing procedure. The numerical results show a

good performance of the new technique in comparison with
state-of-the-art solvers. Tens of examples from well-known
benchmark collections have been investigated.
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