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Abstract. The numerical treatment of the linear-quadratic optimal con-
trol problem requires the solution of Riccati equations. In particular,
the differential Riccati equations (DRE) is a key operation for the com-
putation of the optimal control in the finite-time horizon case. In this
work, we focus on large-scale problems governed by partial differential
equations (PDEs) where, in order to apply a feedback control strat-
egy, it is necessary to solve a large-scale DRE resulting from a spatial
semi-discretization. To tackle this problem, we introduce an efficient im-
plementation of the implicit Euler method and linearly implicit Euler
method on hybrid CPU-GPU platforms for solving differential Riccati
equations arising in a finite-time horizon linear-quadratic control prob-
lems. Numerical experiments validate our approach.

Keywords: differential Riccati equation (DRE), implicit Euler, linearly implicit
Euler, LQR, feedback control.

1 Introduction

The linear-quadratic optimal control problem is a constrained optimization prob-
lem. The dynamics constraints are given by the state equation

ẋ(t) = Ax(t) +Bu(t), t > 0, x(0) = x0, (1)

where A ∈ Rn×n is the state matrix, B ∈ Rn×m is the input matrix, and the
cost function to be minimized is given by

J(x0, u) :=

∫ tf

0

(x(t)TQx(t) + u(t)TRu(t))dt+ x(tf )TGx(tf ). (2)



If Q is positive semidefinite, R is positive definite, and the time horizon is finite
(i.e., tf < ∞), the minimum and consequently optimal control is given in feed-
back form by: u∗(t) = −K(t)Tx(t), where the feedback K(t) is a matrix-valued
function defined as: K(t) = X∗(t)BR

−1, and X∗(t) is the unique non-negative
self-adjoint solution of the differential Riccati equation (DRE) [1]:

Ẋ(t) = −(Q+ATX(t) +X(t)A−X(t)BR−1BTX(t)),
X(tf ) = G.

(3)

In this paper, we consider optimal control of partial differential equations (PDEs)
[2, 3]. Large-scale DREs appear in these problems because the dimension of A
reflects the number of states resulting from the spatial discretization. Here by
large-scale we refer to n being of order 103 to 106. Moreover, the coefficient ma-
trices of the resulting DRE often exhibit a special structure. Specifically, in many
practical applications [4], A is sparse, while Q is of low (numerical) rank which
implies that it can be approximated by a low rank factor (LRF). In practice,
for large-scale applications it is not possible to construct explicitly X(tk) := Xk,
i.e., the matrices evaluated at each point of the mesh tk, because these are in
general dense. However, Xk usually has a low rank as well, and therefore it can
be accurately approximated by a LRF Zk ∈ Rn×zk such that Xk ≈ ZkZ

T
k with

zk � n. This property has been deeply studied and is frequent in applications
[5–8]. The DRE is perhaps the most exhaustively addressed nonlinear matrix dif-
ferential equation as it arises in optimal control, optimal filtering, H∞ control of
linear-time varying systems, and differential games, among others [9–11]. There
is a large variety of approaches in the literature to compute the solution of the
DRE [12–15]. Most of the methods consider stiff DREs as due to the fact that
fast and slow modes are present. For our hybrid CPU-GPU platforms we follow
the algorithms developed in [16]. In [16, 17], the authors consider the solution of
large-scale DREs arising in optimal control problems for parabolic partial differ-
ential equations via numerical methods for ordinary differential equations such
as, the Rosenbrock method and the backward differentiation formula (BDF).
Although the performance of these methods is competitive, their computational
cost is quite high for large-scale problems, asking for the application of high per-
formance computing (HPC) techniques to accelerate their execution. We point
out that a new approach based on splitting methods has been recently proposed
[18, 19]. The numerical implementation of this approach relies on the computa-
tion of the matrix exponential, and therefore we will not consider it here.

In this work, we propose a parallel solver for (3) that exploits the massive
hardware concurrency of graphics processors (GPUs) to tackle the computa-
tional complexity of these problems. In recent years, there has been a rapid
evolution in the number and computational power of the cores integrated into
general-purpose CPUs, as well as an increasing adoption of GPUs as hardware
accelerators in scientific computing. A large number of efforts have demonstrated
the remarkable speed-up that hybrid CPU-GPU systems provide for the solution
of dense and sparse linear algebra problems. In particular, such hardware plat-
forms have been previously employed for the numerical solution of DREs, with



dense coefficient matrix A, in [20]. In this paper we turn our attention towards
the more challenging sparse case. Due to the large-scale nature of the problem,
we will focus on BDF and Rosenbrock methods of order one.

The remainder of the paper is organized as follows. In Section 2 we describe
the algorithms for solving the DRE via BDF and Rosenbrock methods offering
a few implementation details. In Section 3, we present our hybrid CPU-GPU
implementation of the methods. In Section 4 we report results for a collection
of experiments that validate the efficiency of our approach. Finally, a discussion
of conclusions and future work closes the paper in Section 5.

2 Differential Riccati equations

In order to obtain the solution of the DRE (3), we can integrate the DRE forward
in time. In the following we describe the numerical methods for time-varying
symmetric DREs of the form

Ẋ(t) = Q(t) +X(t)A(t) +AT (t)X(t)−X(t)S(t)X(t) = F (t,X(t)),
X(t0) = X0,

(4)

where t ∈ [t0, tf ] and Q(t), A(t), S(t), X(t) ∈ Rn×n. We assume that the coef-
ficient matrices are piece-wise continuous, locally bounded, matrix-valued func-
tions, which ensures the existence and uniqueness of the solution of (4); see, e.g.,
[9, Theorem. 4.1.6]. In this paper we will focus on time-invariant systems. We
briefly revisit the BDF and Rosenbrock methods of order one for DREs, i.e., the
implicit and linearly implicit Euler methods, [16].

BDF methods. Consider Xk+1 ≈ X(tk+1), Qk+1 := Q(tk+1), Ak+1 := A(tk+1),
and Sk+1 := S(tk+1). The application of a BDF method of order one yields the
algebraic Riccati equation (ARE) for Xk+1

(hQk+1 −Xk) + (hAk+1 −
1

2
I)TXk+1 +Xk+1(hAk+1 −

1

2
I)

−Xk+1(hSk+1)Xk+1 = 0,
(5)

where I stands for the identity matrix (of appropriate order), h is the time-step
size, and thus, tk+1 = h+ tk. Assuming that

Qk = CTk Ck, Ck ∈ Rp×n,
Sk = BkB

T
k , Bk ∈ Rn×m,

Xk = ZkZ
T
k , Zk ∈ Rn×zk ,

the ARE (5) can be then re-written as

ĈTk+1Ĉk+1 + ÂTk+1Zk+1Z
T
k+1 + Zk+1Z

T
k+1Âk+1

− Zk+1Z
T
k+1B̂k+1B̂

T
k+1Zk+1Z

T
k+1 = 0,

(6)

where Âk+1 = hAk+1 − 1
2I, B̂k+1 =

√
hBk+1, ĈTk+1 =

√
hCTk+1 − ZkZTk .

In this way, we obtain exactly the linear implicit Euler method. To solve
AREs, we use the Newton’s method as a one-step iteration. This results in the
need to solve one Lyapunov equation at each step.



Remark 1. For higher order BDF methods, due to the fact that some parameters
of the method are negative (see e.g., [21]), a direct implementation requires
complex arithmetic. However, an LDLT decomposition [22] of the right-hand
side of the related Lyapunov equation overcomes this problem. This approach
was recently proposed in [23]. In this work we do not consider this option as we
focus on the method of order one.

Rosenbrock methods. These algorithms can also be written in terms of the LRF of
the solution. Concretely, the one-stage Rosenbrock method applied as a matrix-
valued algorithm to autonomous DREs of the form (4) can be written as

ĀTkK1 +K1Āk = −F (Xk)− hFtk ,
Xk+1 = Xk +K1,

(7)

where Āk = Ak − SkXk − 1
2hI, and Fk := F (tk, Xk), F is defined as in (4).

Moreover, the equation (7) can be reformulated such that the next iterate is
computed directly from the Lyapunov equation

ĀTkXk+1 +Xk+1Āk = −Q−XkSXk −
1

h
Xk. (8)

The right-hand side of (8) is simpler to evaluate than that in (7), and conse-
quently the implementation of (8) is more efficient [17]. If we assume,

Q = CTC, C ∈ Rp×n,
S = BBT , B ∈ Rn×m,
Xk = ZkZ

T
k , Zk ∈ Rn×zk ,

with p, m, zk � n, and set Nk = [CT Zk(ZTk B)
√
h−1Zk ], the Lyapunov equa-

tion (8) results in
ĀTkXk+1 +Xk+1Āk = −NkNT

k , (9)

where Āk = A−B(Zk(ZTk B))T − 1
2hI. Observing that rank(Nk) ≤ p+m+zk �

n, we can use the modified version of the alternating directions implicit (ADI)
iteration to solve (9). The application of the low rank Cholesky factor ADI
(LRCF-ADI) iteration to (9) yields LRFs Zk+1 ∈ Rn×zk+1 , with zk+1 � n, such
that Xk+1 ≈ Zk+1Z

T
k+1.

Lyapunov equation solver. Efficient numerical methods to tackle large and sparse
Lyapunov equations have been proposed in recent years. A common approach is
the LRCF-ADI iteration [24–26]. In our implementation we use recent advances
of ADI based solvers [25, 27]. The low rank representation of the solution relies
on the decay of the singular values. Methods based on extended and rational
Krylov subspace have also proved to be practical alternatives [28]; however, we
do not consider these approaches in this work. A state-of-the-art survey of the
methods is presented in [29].
To close this section, we briefly describe the ADI iteration for the Lyapunov
equation:

FTY + Y F = −WWT , (10)



where F is c-stable [1], and W ∈ Rn×nw . The ADI iteration applied to (10) boils
down to (FT + pjI)Yj− 1

2
= −WWT − Yj−1(F − pjI),

(FT + pjI)Y Tj = −WWT − Yj− 1
2
(F − pjI);

where pj denotes the complex conjugate of pj ∈ C for j = 1, . . . , k and j − 1
2

represent an intermediate evaluation, see [30].

3 A Hybrid CPU-GPU implementation

The BDF and the Rosenbrock methods of order one require the solution of a
Lyapunov equation in their inner “loop”. Thus, both methods rely on the same
building block and, therefore, their implementations are similar. In this section
we focus on the BDF methods of order one, but part of the implementation
issues are relevant for the Rosenbrock method as well. Although the code is
written in MATLAB, it relies on external high performance libraries to perform
the most expensive operations from the point of view of execution time. Hence,
the result is an efficient and easy-to-use implementation for multicore platforms.
Additionally, we modified the Lyapunov solver, the most expensive and critical
kernel in the method, such that most of its suboperations are offloaded to the
GPU. Thus, the implementation of the BDF method presented in this paper
exploits the computational resources in a CPU-GPU platform.

As argued earlier, from a computational viewpoint, the performance bottle-
neck lies in the sparse Lyapunov equations, which are solved using a modified
version of Lyapack [31]. In turn, the performance of the underlying Lyapunov
solver strongly depends on the actual implementation of two key operations: the
solution of linear systems of the form Ax = b, where x, b are vectors and A is
sparse; and the solution of shifted linear systems of the form (A + piI)X = B,
where A is a sparse matrix, X, B are matrices with a small number of columns,
and pi is the i-th parameter from the ADI iteration. The flexible design of
Lyapack allows the user to select (or provide) the implementation of the linear
system solver (and other basic operations) that best suits the problem data and
the underlying hardware. This allows to conveniently exploit properties such as
the sparsity pattern of the coefficient matrix, its condition number, or its dimen-
sion. In this study, we develop an iterative solver, based on the Bi-Conjugate
Gradient Stabilized (BiCGStab) method, especially designed to leverage the
computing capabilities of the GPU. This algorithm is suitable to tackle sparse
linear systems of large dimension, and the use of a GPU renders an important
acceleration factor. We also incorporate a tridiagonal solver based in [32] for
problems where A presents this particular structure.

The GPU implementation of the BiCGStab algorithm is based on that
proposed by Naumov [33]. A description of BiCGStab is given in Algorithm 1
where, next to each operation, we name the CUBLAS routine that supports it
(inside brackets). The most time-consuming type of operation in this method
is the sparse matrix-vector product (SpMV). Furthermore, we note that this
kernel is invoked twice at each iterative step of the algorithm (lines 8 and 12).
Therefore, it is crucial for the efficient execution of the whole solver.



Algorithm 1: x =BiCGSTAB(A, σ, b)

1: r̂0 = r0 = b−Ax0
2: ρ0 = α = ω0 = 1
3: v0 = p0 = 0
4: for i = 1 to . . . do
5: ρi = (r̂0, ri−1) (dot)
6: β = (ρi/ρi−1)(α/ωi−1)
7: pi = ri−1 + β(pi−1 − ωi−1vi−1) (axpy+scal+axpy)
8: vi = Api SpMV
9: if σ 6= 0 then vi = vi + σpi (axpy)

10: α = ρi/(r̂0, vi) (dot)
11: s = ri−1 − αvi (axpy)
12: t = As SpMV
13: if σ 6= 0 then t = t+ σs (axpy)
14: ωi = (t, s)/(t, t) (dot+nrm2)
15: xi = xi−1 + αpi−1 − ωis (axpy+axpy)
16: if xi is accurate enough then stop
17: ri = s− ωit (axpy)
18: end for

In order to efficiently compute the SpMV of the shifted matrices (A+σI) · y
present in the ADI iteration, on a GPU, we rewrite this operation as (Ay) +
(σIy) = Ay + σy, i.e., a SpMV and a vector scaling. To accelerate the com-
putation of the SpMV, A is stored in CSR format [34], which facilitates the
row-wise access to the matrix and therefore, it is appropriate for the compu-
tation of SpMV products. Both operations are provided as part of Nvidia li-
braries. In particular, the SpMV product is implemented in the csrmv routine
included in CUSPARSE, while the vector scaling is implemented in routine axpy
of CUBLAS.

The remaining operations in Algorithm 1 are performed via calls to the cor-
responding CUBLAS kernels. As stated previously, our implementation only ad-
dresses the time-invariant case. This allows us to transfer the coefficient matrix
A to the GPU only once, before the computation starts. The rest of the data
transfers between the host and the accelerator are: (1) transfer the right-hand
side vector of each linear system to the GPU; and (2) retrieve the solution vector
back to the CPU. The time required by these data transfers, when compared to
the cost of the computations, is negligible.

The number of columns of the LRF Zj , grows as the computation proceeds
since nw new columns are appended at each step. This implies an increment
in the computational cost of the following steps of the algorithm, which might
turn the cost of the algorithm unaffordable. Given the LRF of the solution X,
this problem can be alleviated by means of a column compression algorithm.
Concretely, we employ the RRQR factorization in [35].



4 Experimental evaluation

This section presents the numerical evaluation of our versions of the BDF and
Rosenbrock solvers in terms of accuracy and execution time.

All the experiments in this section were performed on a server equipped
with recent CPU+GPU technology from Intel and Nvidia; Specifically, an In-
tel i7-4770 processor with 4 cores at 3.4 Ghz and 16 GB of RAM connected
to a Nvidia K40c with 2,880 CUDA cores and 12 GB of RAM. Addition-
ally, we use CentOS Rel. 6.4, gcc v4.4.7, Intel MKL 11.1, MATLAB Version
R2015a and CUDA/CUSPARSE/CUBLAS 7.0. Double-precision floating-point
arithmetic was employed in all cases.

The default number of shifts was employed in all cases (l = 10). The values
returned by the selection procedure in Lyapack required only real arithmetic
(and, therefore, Basic Matrix Operations, or BMOs, that operate with real data).
To provide a fair comparison, all our timings include the cost of data transfers
between CPU and GPU for the CUDA-enabled routines. Furthermore, the orig-
inal version of the Lyapack routine is executed on the Intel CPU using one
thread per physical core. The stopping criterion of the BiCGStab iteration was
determined such that the accuracy achieved in the solution was in the same order
of magnitude as that obtained with the direct LU-based method.

4.1 Test cases

To evaluate the proposal we use three different families of test cases:

– Choi-Laub. This model is extracted from [36], and is based on the following
symmetric DRE of size n× n

Ẋ(t) = k2In −X2(t), t0 ≤ t ≤ T,
X(t0) = X0,

where k is a parameter that controls the stiffness of the equation. When X0

is diagonalizable, i.e., X0 = SΣS−1 and Σ = diag{σi}i=0...n, the solution of
this equation can be expressed as

X(t) = S diag

(
k sinh kt+ σi cosh kt

cosh kt+ σi

k sinh kt

)
i=0....n

S−1

In our experiments, k = 100, X0 = In with n = 2, 000 and 0 ≤ t ≤ 1.

– POISSON. This case models a 2-D distribution of temperature. The state
matrix A is obtained from the discretization of the Poisson’s equation with
the 5-point operator on an N × N mesh, resulting in a block tridiago-
nal sparse matrix of order N2. The input matrix is constructed as B =[
eT1 , 01×N(N−1)

]T
, with e1 ∈ RN denoting the first column of the identity

matrix. We evaluate five instances of this problem resulting from the use of
different discretization meshes: N = 50, 100, 150, 200 and 250.



– HIGHW. This example corresponds to a mathematical model of position
and velocity control for a string of high speed vehicles. The model is know
as smart highway and is described in [37, Example 3.1]. Here we use less
columns in matrix B as the target problems we want to focus on, LQR
problems governed by PDEs, usually present this form. Four instances of this
problem are evaluated, n = 524, 289, 786, 433, 1, 048, 577 and 1, 572, 865.

4.2 Numerical results

The first experiment aims to asses the accuracy of the two methods, and the
impact of reducing the time-step h on the accuracy of the solution. Thus, we
first test our solvers on a matrix equation with a known analytic solution, i.e.,
the Choi-Laub test case, in the interval [a, b] = [0, 1].

For the experiments conducted in this section, we employed the original con-
tents of Lyapack to solve the Lyapunov equations involved in the BDF and
the Rosenbrock methods. This version is based on the LU-based solver provided
by the lu function in MATLAB. Internally, when A is sparse, MATLAB relies
on UMFPACK [38] to perform this factorization and solve the sparse triangular
systems. Table 1 shows the difference between the exact solution and the solu-
tion obtained with non-tuned implementations of the methods, in terms of the
spectral norm and the Frobenius norm, in t = 1. A similar experiment performed
with the GPU-enabled version obtained similar results. Thus, the optimizations
included did not imply any loose of accuracy.

Method h ‖·‖2 ‖·‖F ‖X0.01 −Xh‖F / ‖X0.01‖F

BDF
0.10 7.105427e-14 3.177644e-12 7.1054e-16
0.05 4.263256e-14 1.906586e-12 4.2633e-16
0.01 0 0 –

Ros
0.10 1.162429e-07 5.198539e-06 1.1624e-09
0.05 4.263256e-14 1.906586e-12 4.2633e-16
0.01 0 0 –

Table 1. Difference between the exact and the computed solutions for an instance of
dimension n = 2, 000 of the Choi-Laub Benchmark using different timesteps h in both
methods.

Considering the results summarized in Table 1, we note that the BDF method
produces better approximations to the solution, which is expected since the BDF
requires more computations. The results also show that decreasing the time-
step improves the accuracy of both methods, but the impact is more relevant
for the Rosenbrock method; therefore, the Rosenbrock alternative requires a
finer discretization than the BDF method to attain a similar level of accuracy.
Moreover, the solutions for each time t, should converge to the exact solution if
h becomes sufficiently small. Therefore, if we take the solution obtained with the



smallest time-step as the reference, the difference between the reference solution
and a solution computed with a larger time-step should become smaller with
h as well. In this line, Table 1 also includes the norm of the relative difference
between the solution obtained using the larger time-steps (i.e., h = 0.1 and
h = 0.05) and the solution with h = 0.01.

For the POISSON test case, we evaluate the five instances described in
Section 4.1, on the interval [a, b] = [0, 1] and three different time steps, h =
0.1, 0.05, and 0.01. Unlike for the Choi-Laub example, an analytic solution of
the equation is not available for this benchmark, so we use the solution computed
with h = 0.01 as the reference and compare it with the solutions obtained with
other values of h. These results are displayed in Table 2. For all the evaluated
instances, the difference with respect to the reference solution decreases when
the value of h is reduced. As it was observed in the Choi-Laub experiment, this
decrease is more important for the Rosenbrock method.

The dimension of the instances of HIGHW turns impossible an analogous
evaluation since constructing the solution explicitly from the factors would imply
a prohibitive storage cost, and an out-of-core approach to calculate the norms
using only the factors of the solution demands an important execution time. For
this reason we do not perform the accuracy evaluation of this benchmark.

n h
‖X0.01 −Xh‖F / ‖X0.01‖F

BDF Ros

2,500
0.10 0.003743 0.016413
0.05 0.001742 0.006460

10,000
0.10 0.003742 0.017895
0.05 0.001740 0.007074

22,500
0.10 0.003743 0.018406
0.05 0.001742 0.007302

40,000
0.10 0.003744 0.018649
0.05 0.001742 0.007404

62,500
0.10 0.003670 0.018837
0.05 0.001436 0.007509

Table 2. Comparison between the solution computed with h = 0.01 and the ones
computed with a larger timestep for the POISSON Benchmark.

4.3 Performance evaluation

We next evaluate the performance of our implementations. In this experiment we
solve the DRE in the same interval and use the same time-steps that were selected
for the evaluation in the previous subsection. In order to asses the quality and
performance of the new CPU-GPU solver, we include an implementation of the
linear system solver based on the BiCGStab method (on the CPU) provided by
MATLAB. This will serve as a reference for our GPU version of the BiCGStab
solver. All execution times in this section are expressed in seconds.



h n tlu cpu tbicg cpu tbicg gpu

0.1

2,500 15.70 13.10 22.89
10,000 144.09 43.39 45.39
22,500 637.04 87.43 80.89
40,000 2,373.10 161.29 123.33
62,500 6,373.02 265.51 175.59

0.05

2,500 29.20 21.10 34.87
10,000 275.60 64.43 70.96
22,500 1,488.74 140.09 126.07
40,000 5,282.45 277.40 198.23
62,500 14,510.51 423.34 291.87

0.01

2,500 130.16 77.39 121.30
10,000 1,490.71 231.57 257.36
22,500 9,573.87 555.18 464.61
40,000 32,742.11 1,107.31 852.06
62,500 70,631.85 2,401.73 1,679.60

Table 3. Execution times (in seconds) of the BDF method for Benchmark POISSON.

Table 3 shows an important reduction of the execution time with respect
to the original version of Lyapack, which grows with the problem dimension.
The high execution times of the original Lyapack version were expected, due
to the considerable computational cost of the Lyapack solver. Concretely, this
algorithm computes a new set of shift parameters. In practice, each new shift
parameter implies the computation of an LU factorization (of the corresponding
shifted matrix). In contrast, the performance of the pure CPU version with the
BiCGStab solver does not show much improvement. As the dimension of the
instances is rather small, it is likely that the SpMV kernel, which is the main
operation of the BiCGStab solver, cannot fully exploit the massive parallelism
offered by the GPU.

Table 4 reports the performance of the Rosenbrock method for Benchmark
POISSON. Here we also present the execution time of the different stages of
the method. The column solver indicates which version of the code is executed;
column params shows the time needed to calculate the shift parameters of the
LRCF-ADI algorithm; pre. adi refers to the preparation stage of the shifted
linear system solver (which in the case of the original Lyapack involves the LU
factorization of all the shifted matrices); and rrqr is the time consumed by the
column compression technique applied to the partial low rank solution of the
equation. The performance gain with respect to the original version of Lyapack
is significant, almost 34× for the largest instance, but the improvement with
respect to the CPU version of BiCGStab is rather modest. However, the GPU
is only employed for the solution of the Lyapunov equation, and this operation is
up to 4× faster in the GPU-based variant. We also note that RRQR becomes the
most time consuming stage of the accelerated version of the method when the



problem dimension is large. We plan to address the acceleration of the RRQR
algorithm in future work.

We next address the Highw test case. As the main matrix of this Benchmark
presents a tridiagonal structure, we enhanced the Lyapunov solver in Lyapack
with a GPU version of a tridiagonal system solver. The pure-CPU variant em-
ploys the MATLAB default tridiagonal solver. Table 5 presents the execution
times for the Highw case. The results show a runtime reduction close to 40%
for all the evaluated instances. Table 6 exhibits the results for the Rosenbrock
method applied to the Highw problem, decoupling the execution times of all
the stages in the method. Although the reduction of the total runtime obtained
by the GPU-based solver is below 20%, the column compression (rrqr) phase
is again the most time-consuming phase of the method, and this operation is
fully computed in the CPU. All the GPU-enabled stages of the method report
time savings. The computation of the shift parameters for the Lyapunov solver
is about 20% faster, while the Lyapunov solver based on the LRCF-ADI method
is 3× faster for the largest instance tested.

5 Conclusions

We have addressed the solution of DREs and related finite horizon linear-quadratic
control problems on hybrid CPU-GPU platforms. We consider large-scale sparse
problems arising in optimal control of PDEs. Our solvers implement the BDF
and the Rosenbrock methods of order one. In both cases, they require the solu-
tion of a large-scale and sparse Lyapunov equation at each time-step evaluated.
The high performance implementations based on Lyapack, exploit the flexible
design of this package to adapt the execution to the underlying hardware and the
problem structure. In particular, through the use of Lyapack’s User Supplied
Functions, we provide computational kernels that leverage the capabilities of
the CPU and the GPU in the underlying platform. These kernels accelerate the
computation of the most time-consuming operations in both the methods, e.g.,
the solution of sparse linear (possibly shifted) systems. Numerical experiments
on a modern CPU-GPU platform validate the performance of our solvers.

As future work, we plan to address the GPU acceleration of the Rank-
Revealing QR methods. Due to the acceleration suffered by other stages of the
method, the Rank-Revealing QR is now one of the most time-consuming opera-
tion in both DRE solvers. Additionally, we intend to implement and study the
corresponding methods of order two, as well as the time-varying case.
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h n solver params pre.adi lrcfadi rrqr total

0.10

2,500
lyapackorig 0.46 1.79 1.25 2.02 5.53
bicgstabcpu 0.22 0.00 4.53 1.96 6.72
bicgstabgpu 0.23 0.00 6.99 1.97 9.20

10,000
lyapackorig 1.39 22.29 11.01 6.83 41.54
bicgstabcpu 1.36 0.00 12.70 7.30 21.38
bicgstabgpu 1.38 0.00 8.15 7.41 16.95

22,500
lyapackorig 4.32 107.58 39.82 11.83 163.57
bicgstabcpu 4.24 0.00 24.28 13.21 41.76
bicgstabgpu 4.25 0.00 9.85 12.57 26.69

40,000
lyapackorig 9.90 423.07 94.87 18.38 546.29
bicgstabcpu 9.72 0.00 41.74 16.11 67.64
bicgstabgpu 9.67 0.00 12.30 16.40 38.44

62,500
lyapackorig 17.43 1,199.53 205.71 22.27 1,445.03
bicgstabcpu 17.56 0.00 67.56 23.25 108.47
bicgstabgpu 17.88 0.00 14.84 22.71 55.54

0.05

2,500
lyapackorig 0.41 3.51 2.06 3.28 9.27
bicgstabcpu 0.42 0.00 6.48 3.29 10.19
bicgstabgpu 0.43 0.00 9.92 3.30 13.66

10,000
lyapackorig 2.49 42.48 19.50 9.69 74.18
bicgstabcpu 2.46 0.00 19.08 10.10 31.66
bicgstabgpu 2.47 0.00 11.50 9.87 23.87

22,500
lyapackorig 7.74 255.43 70.98 17.43 351.62
bicgstabcpu 7.81 0.00 35.68 17.34 60.87
bicgstabgpu 7.65 0.00 14.11 17.22 39.02

40,000
lyapackorig 18.04 965.67 202.31 24.27 1,210.39
bicgstabcpu 18.08 0.00 64.26 25.23 107.67
bicgstabgpu 18.01 0.00 19.11 25.03 62.25

62,500
lyapackorig 32.31 2,640.04 507.23 36.15 3,215.92
bicgstabcpu 32.83 0.00 102.88 38.90 174.80
bicgstabgpu 32.35 0.00 23.13 37.97 93.65

0.01

2,500
lyapackorig 1.91 16.08 8.84 10.92 37.80
bicgstabcpu 1.93 0.01 20.95 10.85 33.78
bicgstabgpu 2.08 0.01 30.38 10.92 43.42

10,000
lyapackorig 11.38 236.52 78.42 31.29 357.72
bicgstabcpu 11.40 0.02 58.60 32.03 102.13
bicgstabgpu 11.42 0.02 34.09 30.69 76.30

22,500
lyapackorig 34.96 1,612.62 353.13 52.35 2,053.25
bicgstabcpu 34.21 0.02 113.86 51.81 200.06
bicgstabgpu 35.13 0.02 43.87 53.00 132.17

40,000
lyapackorig 99.99 5,560.96 1,132.78 86.93 6,881.13
bicgstabcpu 101.48 0.02 207.47 88.36 397.81
bicgstabgpu 100.47 0.02 61.38 91.72 254.07

62,500
lyapackorig 229.29 12,443.45 2,335.54 140.60 15,149.64
bicgstabcpu 230.34 0.02 360.95 135.29 727.34
bicgstabgpu 230.24 0.02 79.77 136.55 447.33

Table 4. Execution times (in seconds) of the different stages of Rosenbrock method
for Benchmark POISSON with [a, b] = [0, 1] and different values of h.



h n timecpu timegpu

0.10

524,289 197 126
786,433 292 183

1,048,577 413 238
1,572,865 628 401

0.05

524,289 370 232
786,433 569 340

1,048,577 781 458
1,572,865 1,175 716

0.01

524,289 1,596 990
786,433 2,396 1,485

1,048,577 3,342 1,980
1,572,865 5,024 3,249

Table 5. Execution times (in seconds) of the BDF method for Benchmark Highw with
[a, b] = [0, 1].

h n solver params pre.adi lrcfadi rrqr total

0.10

524,289
CPU 19.35 0.15 22.47 67.12 109.18
GPU 15.50 0.20 10.77 55.19 81.75

786,433
CPU 29.54 0.30 35.04 86.64 151.64
GPU 24.49 0.34 16.71 95.26 136.95

1,048,577
CPU 43.33 0.40 48.09 133.55 225.56
GPU 29.32 0.41 21.48 140.52 191.90

1,572,865
CPU 58.44 0.62 71.10 188.61 319.05
GPU 43.16 0.61 32.46 168.06 244.54

0.05

524,289
CPU 36.33 0.30 42.36 110.11 189.25
GPU 27.23 0.34 20.49 108.63 156.85

786,433
CPU 56.58 0.58 68.75 182.24 308.40
GPU 45.13 0.58 32.22 180.67 258.86

1,048,577
CPU 75.58 0.78 91.28 237.75 405.74
GPU 64.99 0.75 41.16 261.34 368.58

1,572,865
CPU 111.80 1.23 136.41 394.47 644.41
GPU 81.04 1.17 62.57 381.99 527.27

0.01

524,289
CPU 176.97 1.47 209.85 601.04 990.06
GPU 128.36 1.49 97.84 567.53 795.97

786,433
CPU 271.07 2.52 337.75 830.68 1,443.16
GPU 196.85 2.89 158.13 917.36 1,276.48

1,048,577
CPU 364.25 4.00 443.61 1,177.29 1,990.85
GPU 293.67 3.83 202.50 1,221.99 1,723.67

1,572,865
CPU 543.33 5.83 676.20 1,647.30 2,875.13
GPU 438.62 5.70 312.91 1,802.18 2,561.89

Table 6. Execution times (in seconds) of the different stages of Rosenbrock method
for Benchmark Highw with [a, b] = [0, 1].


